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Abstract

Modern navigation, mapping and surveillance systems re-
quire numerous cameras mounted at random locations over
a geographically large area. In order to efficiently extract
any location-specific intelligence from such a large network
of cameras, we propose to create distributed look-up tables
that rank the cameras according to how well they can image
a specific location. The look-up table covers all possible lo-
cations within the corresponding camera’s viewing frustum'
by optimally dividing the volume of the viewing frustum.
The process of updating look-up tables is purely incremental,
thus it can easily be used in a dynamic network. The fore-
most advantages of our approach are a significant reduction
of run-time computation for selecting a set of favorable cam-
eras using a simple lookup operation and a significant reduc-
tion of network traffic that would otherwise be required to
carry out the process of camera selection. The proposed al-
gorithm can be applied to various applications involving dis-
tributed cooperative processing in a large camera network.

1 Introduction

In recent years, the area of distributed sensor networks has
received much attention. One of the important research is-
sues in this field is the problem of selecting a subset of sen-
sors in the network that is likely to carry out the current re-
quested task most effectively. From the perspectives of re-
liability and accuracy, it would be desirable to use as many
sensor measurements as possible. On the other hand, taking
measurements at a large number of sensors and communi-
cating these individual measurements between sensor nodes
would result in a large consumption of energy, thus reducing
the lifetime of the network. Even for sensor network systems
with no energy constraints, the network bandwidth may con-
strain the number of measurements. This trade-off between
the accuracy and the network efficiency necessitates the pro-
cess of selecting a small number of sensors that are likely to
provide the most accurate measurements.

The sensor selection problem is known to be NP-hard [5]
and the situation becomes even more challenging in case of
a camera-based sensor network for two main reasons: First,

By viewing frustum, we mean the region of space (rectangular
pyramid extending from the optical center of the camera) where a
target point would appear with an “acceptably” sharp focus in the
image. (See Section 3.1 for further details)

unlike the sensors that detect sound, temperature or radio sig-
nals, cameras are limited-aperture, directed sensors. This re-
quires the consideration of viewing volume or frustum in-
stead of range while determining the sensors that can de-
tect the target. Secondly, in distributed camera networks,
each node (consisting of an imaging device and a processing
unit) should ideally store information about only the space it
observes. The challenge is to execute a given task by find-
ing and using cameras that are in the best position globally,
through a process that takes place locally, in a distributed
manner and in real time.

Our work achieves the above goals through look-up tables
that are stored locally at each node and that are calcu-
lated through a distributed processing. The localized camera
nodes calculate their viewing frustums and this information,
along with the camera IDs, is flooded into the network. A
receiving camera node compares the received frustum coor-
dinates with those of its own and updates its own look-up
table. The process of updating the look-up table is purely
incremental, thus it can easily adjust to a dynamic network
of cameras where addition, deletion and positional change
of cameras can occur. We also suggest a novel method of
volume quantization of a frustum that allows us to put an
analytical bound on the memory requirement at each cam-
era node. The look-up operation for choosing the cameras
that are likely to provide the most accurate measurements
is much simpler than a run-time computation. The speed
gain is significant, since retrieving a value from memory
is much faster than undergoing an expensive computation.
This, along with considerable reduction in network traffic,
are the salient features of our approach.

2 Related Work

Pottie and Kaiser [10] discussed the advantages, opportuni-
ties and constraints of distributed sensors as opposed to sin-
gle large devices, and emphasize that if the application and
infrastructure permit, it pays to process data locally to re-
duce traffic volume and make use of multi-hop routing to
reduce network costs. Martinez and Bullo [8] presented an
algorithm for optimal placement of range sensors for target
tracking. The algorithm requires multi-sensor fusion to be
performed at a central site. Isler et al. [5] used a restricted
2D camera geometry to solve the Focus of Attention (FOA)
problem. The algorithm requires cameras to be placed along
a straight line or along the circumference of a circle. Isler and
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Figure 1. The pinhole model of a camera showing the
near plane and the far plane that bound the volume that
can be imaged by the camera. The viewing frustum is the
3D space enclosed by the near plane the and far plane as
shown.

Bajcsy [4] applied the minimum enclosing parallelogram ap-
proach to develop a 2-approximation algorithm for selecting
the best cameras. However, the implementation described
in the paper requires central processing, and the alternate
distributed implementation suggested by the authors results
in look-up tables that would become prohibitively large as
the network size increases. Further it is restricted to sen-
sors whose measurement uncertainty could be represented
by a convex polygon on a plane. Ng et al. [9] have made
use of omni-directional cameras to develop a vision system
that monitors a dynamically changing environment. The ap-
proach as such is not scalable to a large network. [2] pre-
sented an algorithm for multi-camera tracking in distributed
video surveillance systems by calculating the entry edge of
a field of view and the overlap in the field of view. The pre-
liminary results indicate that the approach is computationally
expensive and not directly usable in dynamic camera sensor
networks.

The work presented in this paper distinguishes itself as we
use the much more realistic pinhole camera model represent-
ing the 3-D viewing frustum, rather than a 2-D viewing area
model that has been used in most of the previous works. To
the best of our knowledge, ours is the first work to address
the issue of look-up table generation for vision sensors with-
out any central processing.

3 Background
3.1 Camera Viewing Frustum

Figure 1 shows the pinhole model of a camera illustrating
the idea of the viewing frustum of a notional camera. In an
ideal pinhole model, all points in front of the camera are vis-
ible as long as the projection ray from the point to the optical
center intersects the image plane. In practice, however, all
cameras have a limited depth of field, i.e., points that are too
close to or too far away from the optical center may not ap-
pear in sharp focus in the image. The near and far planes,
which are perpendicular to the optical axis, set boundaries in
the viewing volume where a target point would appear with
an “acceptably” sharp focus in the image. The resulting en-
closed volume, depicted with red edges in Figure 1, is called
the viewing frustum of the camera.

3.2 Concept of Favorable Cameras

Because some camera lens distortion is always present, as
an object gets further away from the optical axis of a cam-
era, the error in the image increases. Further, as the object
gets close to either the near plane or the far plane that bound
the frustum, the sharpness of the imaged points decreases.
Therefore, it is reasonable to say that the closer the object is
to the center of the viewing frustum, the more accurate the
image measurements we can obtain.

Let ¢; be the 3D coordinates of the center of the viewing frus-
tum for camera C;, and let dist(c;,p) return the Euclidean
distance between ¢; and a 3D point p. We call the camera
C; favorable for a particular p, if dist(c;,p) is very small.
When comparing two cameras, say Cjand C,, we say that C
is more favorable than C, for p if dist(c1,p) < dist(c2,p).
This, of course, assumes that these two cameras have iden-
tical intrinsic and distortion parameters (i.e., the sizes and
shapes of the two viewing frustums are the same). If the pa-
rameters of the two cameras are not identical, we can com-
pare the normalized distances by dividing dist(c;, p) with the
total volume of the respective viewing frustums.

Note that our definition of favorable cameras is rather sim-
ple. One could use a much more sophisticated model, for
example, by considering the target orientation along with its
position. But we refrain from doing so because the basic
idea here is to show how to overcome the difficulties of a dis-
tributed network for look-up table generation at each node of
the network.

4 Use of Look-up Tables for Object Tracking

The look-up table approach can be applied to one of the most
common applications in distributed smart cameras, namely,
object tracking. Consider the scenario where we want to
track an object with near constant certainty, typically decided
by the target-camera geometry. We are given the initial po-
sition of the target and a small set of cameras that can view
the target. The tracking process then can be carried out by
selecting a set of cameras that would achieve the required
tracking confidence, from the list of cameras in the look-up
table entry that corresponds to the current target position. As
the target moves, a new list of cameras can be retrieved from
the look-up table and, if necessary, a new set of cameras can
be selected.

5 Construction of Look-up Tables

We assume that all camera nodes have been localized i.e.,
each node is aware of its position and orientation with respect
to a fixed reference coordinate frame. We refer to [3, 6, 7] for
recently proposed localization algorithms for camera-based
sensor networks. The goal is to efficiently generate look-up
tables for every camera node in a distributed manner. Every
possible location within the viewing frustum will correspond
to a particular entry in the look-up table where a sorted list
of most favorable cameras for that location can be retrieved.

5.1 Quantization of Viewing Frustum

In this section, we describe how to divide a viewing frustum
into smaller unit volumes and create a one-to-one correspon-
dence between a particular unit volume and its address in the
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Figure 2. Frustum quantization into sub-frustums of
equal volume. The near plane is divided into n, equal
parts along the X-axis, n, equal parts along the Y-axis,
and n; unequal parts along the Z-axis, so that the volume
of each of the n,n,n, sub-frustums is equal.

look-up table. The quantization should be such that given a
3D coordinates of a point, the corresponding look-up table
address can be computed quickly and unambiguously.

One intuitive way to quantize a viewing frustum is to con-
struct a rectangular box that encloses the viewing frustum
and divide it into smaller unit boxes. Although this approach
provides an easy way to create the correspondence between
3D coordinates and the look-up table address, much of the
memory space is wasted since a large portion in the enclos-
ing rectangular box does not belong to the viewing frustum.
A simple solution that eliminates the waste of memory space
would be to divide the viewing frustum into smaller frustums
by equidistant planes perpendicular to the optical axis. How-
ever, the volume covered by each unit frustum will not be
equal. In fact, the volume of a unit frustum close to the near
plane and that close to the far plane will differ significantly.

In order to resolve the problems mentioned above, we pro-
pose a new frustum quantization strategy. Consider the im-
age shown in Figure 2. We first divide the near plane into
ny equal parts along the X-axis and n, equal parts along the
Y-axis. In the figure, we have n, = n, = 3. The resulting
nyny rectangles when projected onto the far plane will carve

out frustums, each having ﬁ of the original volume. One

such frustum is depicted with green edges. Now, we would
like to divide each of the nyn, frustums into n, sub-frustums
of equal volume with the help of planes perpendicular to the
optical axis. Therefore, the distances from the optical center
to these planes, 29,21, ..., 2x,, need to be calculated. Actually,
we only need to calculate z1, 22, ..., 2,,—18ince zp is the known
distance from the optical center to the near plane (denoted as
Znear) and Zn, 18 the distance to the far plane (denoted as z7,;).
Let Xyeqr and ypeqr be the lengths of the near plane in X and
Y axes, respectively, and similarly x¢, and yz,, for the far
plane. Also, let A, and Ay, be the areas of the near and
far planes, respectively (e.g., Anear = XnearYnear)- Then, the
volume of the entire frustum, V, is given by

Z a —Z; G
V= w (Anear +Afar+ \V4 AnearAfar) (D

Now we would like to calculate z;, the distance between the
optical center to the k-th plane with the side lengths denoted
as x; and y;. Using the property of similarity, we have

Znear %k _ Zfar

Znear Zk _ Zfar

and —=—=
Xnear Xk Xfar Ynear Yk Yfar

2)

For our problem, the volume of each sub-frustum must be
%-th of the total volume. Hence we have

Zk—2Z k
% (Anear +Ar+ V AnearAk) = ;V (3)

where V is the volume of the entire frustum from Eq. (1) and
Ay is the area of the k-th plane. Using Eqs. (2) and (3), we
can now derive z; as

1
%= { kz}ar + (nz - k)zzear } : (4)

n;

Dividing the entire frustum with n, planes that are perpendic-
ular to the optical axis and the distances from the optical cen-
ter are computed by Eq. (4), we now have nynyn; frustums
of equal volume. Obviously, the size of these sub-frustums
can be controlled by varying the values of n,, n, and n,.

5.2 Look-up Operation

We structure the look-up table of a camera’s viewing frus-
tum as a 3-dimensional array, denoted as LookU p[u][v][w]
where u is the index along the X-axis, v the Y-axis and w
the Z-axis. We will now show, given 3D coordinates of a
point that lies inside the frustum, how its corresponding ad-
dress in the look-up table can be obtained. Recall that each
camera knows its position and orientation with respect to a
common reference coordinate frame. This implies that 3D
coordinates with respect to the reference coordinate system
can easily be transformed into the camera’s pixel coordinate
frame. Let a 3D point p = (xp,y,,2,) defined with respect
to the reference coordinate frame has its corresponding pixel
coordinates (up,v,). If Addr(p) is a function that returns
the address (i.e., three indices) of a look-up table entry that

corresponds to p, then
\3_ .3
u % 2,)" — Znear
Addr(p)-({”H”J, n(g’)iS ) 5
My ny Zfar ~ Zhear

where |.] is the flooring function and z;, is the perpendicu-
lar distance between the point p and the optical center (i.e.,
simply the z coordinate of p with respect to the camera coor-
dinate frame). Note that the third index of the look-up table
is derived by solving for k in Eq. (4) . The computation
required in a single look-up operation is very efficient since
Zzear, z}ar, ny, ny, and n; are all constants, and the variables
up, vp and z;, are all directly computed during the transfor-
mation computation from the reference coordinate frame to
the pixel coordinate frame.



5.3 Distributed Construction of Look-up Ta-
bles

In this section, we describe how individual look-up tables
are constructed in a distributed manner. Recall that every
look-up table entry contains a sorted list of most favorable
cameras for that particular location where the location of the
sub-frustum is simply represented by the center of the sub-
frustum. Thus, each entry LookU p[u][v][w] in camera C; con-
tains the following data: (1) the center of this sub-frustum,
denoted as ¢; ;,,,; and (2) a sorted list of most favorable cam-
eras, which consists of camera IDs and the distance from
Ciu,vw to the center of viewing frustum of the corresponding
camera.

As soon as a camera node is localized with respect to a ref-
erence coordinate frame, the camera first constructs its look-
up table and for every look-up table entry, it initially inserts
its own camera ID along with the distance to the center of
the viewing frustum at the top of the list. Then, the camera
broadcasts the vertices of the viewing frustum and its camera
ID to the whole network. An incremental process of look-up
table construction now takes place as follows:

1. A receiving camera C; calculates the overlap between
its own viewing frustum and the viewing frustum of the
sending camera C; by exhaustively running through the
center coordinates of all sub-frustums ¢; , ,,,, whether or
not it lies within the viewing frustum of C;. Note that
much more efficient algorithms that use the concept of
quad-trees and oct-trees have been developed, some of
which have been discussed in [1].

2. For every point ¢; , ,,, that lies within the viewing frus-
tum of camera C;, compute dist(c;,¢;.vw) Where ¢; is
the center of viewing frustum of camera C;, then in-
sert camera C; to the sorted list of favorable cameras at
LookU plu][v][w] of camera C;.

Figure 3 illustrates the look-up table updating process with
a 2-D example for simplicity. Suppose camera C; is the
receiving camera which gets the frustum coordinates of
camera C;. In the first step, as shown on the left im-
age, C; detects that ¢; ., the center of the sub-frustum at
(u,v,w), lies inside the viewing frustum of camera C;. Since
dist(€;j, € yvw) > dist(C;, € yv,w), the sorted list of favorable
cameras at LookU p|u][v][w] of camera C; is updated as cam-
era i at the top followed by camera j. On the right im-
age, C; now receives the frustum coordinates of a new cam-
era Cy and detects ¢;,,,, also lies inside the viewing frus-
tum of Cr. Again, since dist(c;,C;uvw) > dist(C;, € uvw) >
dist(cg, €y vw). the list is updated accordingly as shown in
the image.

The above method of look-up table generation is incremen-
tal because for any changes in the system like addition, dele-
tion or moving of a camera (in case of dynamic networks),
the new frustum coordinates need to be broadcast and each
camera has to update its look-up table only in the affected
locations.

In developing the favorable list of cameras, we have used the
distance of the world coordinate from the center of viewing
frustum as the criterion. As mentioned before, this model is

highly simplistic and has been used here only because our
aim is not to furnish new methods of choosing the best cam-
eras. We emphasize that even for a much more sophisticated
camera ranking technique, our algorithm can be used as such
to generate look-up tables in a distributed network. In case of
wireless cameras, where every node has only limited range of
communication, the number of hops to be made while com-
municating can be used as one of the criteria for developing
a favorable sort.

The look-up table generating process is optimal as each cam-
era node stores only the information about the coordinates
observed by it. During any applications, no real-time cam-
era selection protocol is needed, drastically reducing com-
munication and computational load of the network. Instead
of having to use a fixed number of cameras, these look-up
tables provide the flexibility of making the decision of how
many cameras to use on the fly, as desired by the application.

6 Experimental Results

We have developed a simulation program for testing our
look-up table generation process. The program allows a user
to place cameras either at user-specified or random positions.
In either case, the system assumes that all cameras are local-
ized. As soon as a new camera is added, the camera broad-
casts its frustum coordinates to the rest of the cameras. Each
camera that receives this the new frustum coordinates up-
dates its own look-up table. Figure 4(a) shows a simple ex-
ample illustrating the process of look-up table update. In this
example, all look-up tables consist of 5 X 5 x 5 sub-frustums
(i.e., ny = ny, = n; = 5). For visualization purpose, we show
the look-up table only for camera C| and only the middle row
(i.e., n, = 3) of this look-up table. Some of the possible fa-
vorable camera lists for C; are represented by various colors
as shown at the far left of Figure 4(a). The first image shows
the initial state of the look-up table where all entries have
their own camera IDs, 1, at the top of the favorable camera
list. The image in the middle shows the updated look-up ta-
ble after camera C, has been added. Notice the sub-frustums
closer to the center of the viewing frustum of C, now have
the favorable camera list sorted as 2 followed by 1 (shown as
light green sub-frustums). Other sub-frustums that are also
within the frustum of C,, but closer to the center of the view-
ing frustum of C| have the favorable camera list sorted as
1 followed by 2 (shown as brown sub-frustums). The image
on the right shows the look-up table after camera C3 has been
added.

Figure 4(b) shows a network of 20 cameras, each with a dis-
tinct color. A color-coded look-up table for one camera is
shown where the color at each sub-frustum represents the
color of the most favorable camera. All look-up tables in this
example consist of 10 x 10 x 10 sub-frustums. In this exper-
iment, the average processing time for updating a look-up
table (e.g., adding a new camera) was less than 0.001 sec-
onds.

7 Conclusion and Future Work

We have demonstrated a robust, distributed algorithm to ef-
ficiently create look-up tables for storing information about
the most favorable cameras for viewing a given point in the
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frustum of a given camera. This information can be readily
used for efficient camera hand-off as a target moves around
in the 3D space.

8 References

(1]

(2]

(3]

(4]

(5]

U. Assersson and T. Moller. Optimized view frustum
culling algorithms for bounding boxes. Journals of
Graphics Tools, 5(1):9-22, 2000.

S. Calderara, R. Vezzani, A. Prati, and R. Cucchiara.
Entry edge of field of view for multi-camera tracking in
distributed video surveillance. In IEEE Conference on
Advanced Video and Signal Based Surveillance, pages
93-98, 2005.

D. Devarajan and R.J. Radke. Distributed metric cal-
ibration of large camera networks. In Proc. Interna-
tional Conference on Broadband Networks, 2004.

V. Isler and R. Bajcsy. The sensor selection problem
for bounded uncertainty sensing models. In Fourth In-
ternational Symposium on Information Processing in
Sensor Networks, pages 151-158, 2005.

V. Isler, S. Khanna, J. Spletzer, and C. Taylor. Target

(6]

(7]

(8]

[9]

[10]

(b)

Figure 4. (a): A simple example showing the process of look-up table update. (b): A network of 20 cameras each with a
distinct color. A color-coded look-up table of one camera is shown where the color at each sub-frustum represents the
color of the most favorable camera.

tracking with distributed sensors: the focus of attention
problem. Computer Vision and Image Understanding,
100(1-2):225-247, October 2005.

H. Lee and H. Aghajan. Collaborative self-localization
techniques for wireless image sensor networks. In
Proc. Asilomar Conference on Signals, Systems and
Computers, 2005.

X. Liu, P. Kulkarni, and P. Shenoy. Snapshot: A
Self-Calibration Protocol for Camera Sensor Networks.
Technical report, Department of Computer Science,
University of Massachusetts, 2005.

S. Martinez and F. Bullo. Optimal sensor placement
and motion coordination for target tracking. Automat-
ica, 2004.

K. Ng, H. Ishiguro, M. Trivedi, and T. Sogo. Monitor-
ing dynamically changing environments by ubiquitous
vision system. In Second IEEE Workshop on Visual
Surveillance, pages 67-73, 1999.

G.J. Pottie and W.J. Kaiser. Wireless integrated net-
work sensors. Communications of the ACM, 43(5):51-
58, 2000.





