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Current Demand Balancing: A Technique for
Minimization of Current Surge in High Performance
Clock-Gated Microprocessors

Yiran Chen, Kaushik Roy, Fellow, IEEE, and Cheng-Kok Koh, Member, IEEE

Abstract—In this paper, we propose an integrated architectural
and physical planning approach to minimize the current surge in
high-performance clock-gated microprocessors. In our approach,
we use priority assignment optimization (PAO) and dynamic
functional unit (FU) selection (DFS) to balance current demand
in the floorplan. Two complementary methods—FU ordering
with submodule design and issue pattern management—are also
proposed to enhance the above techniques. Experimental results
show that at the 0.18-pm technology node, the PAO can reduce
the peak noise by 11.75% and consequently, the decoupling capac-
itance (Decap) requirement by 24.22% without any degradation
in instructions per cycle (IPC). Moreover, an enhanced DFS
reduces the peak noise by 13.39% as well as Decap requirement
by 29.58%. Experiments at the 90-nm technology node show
that our methodology can further reduce the peak noise and the
Decap requirement by 16.57% and 44.85% with PAO, or 18.16%
and 47.58% with DFS. We also show that our approach does not
increase the clock period for 0.18-um technology and beyond.

Index Terms—Circuit reliability, computer architecture, inte-
grated circuit noise, power demand.

1. INTRODUCTION

URRENT induced noises in the power supply network

such as IR drop and Ldi/dt noise have become a crucial
issue for the robust design of present-day VLSI circuits [1],
due to the higher integration density and faster circuit speed.
The problem is aggravated by the newly proposed power
management methodologies/technologies such as clock gating,
dynamic scaling of supply voltage (Vpp) [2] and transistor
threshold voltage (V;) [3]. This paper targets the reduction of
current surge in clock-gated microprocessors.

Clock-gating technology is extensively adopted in high per-
formance microprocessor design. By disabling the clock to a
circuit module that is not being used in the current clock cycle,
clock-gating technology can eliminate unnecessary switching
activities, and hence, effectively reduce dynamic power con-
sumption [4]. In general, integer functional unit (FU) has the
highest current and power densities in microprocessors [5]. As
a result, simultaneously enabling/disabling the clock to the in-
teger FUs could trigger a large current surge in power supply
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network and introduce a severe current induced peak noise. This
fact largely limits the application of clock-gating technique.

Current induced power supply noise introduces two signif-
icant voltage droops in time domain [6]. They are caused by
high frequency (gigahertz) on-die current surge and middle
frequency (100 MHz) on-package current surge, respectively.
Many physical design level studies have been performed to re-
duce these voltage droops, including: 1) power pin assignment
optimization [7]; 2) power supply network resizing [8]; and
3) decoupling capacitance (Decap) deployment [9]. However,
these techniques result in large additional manufacturing cost
or power/area overhead because they require more power pins,
wider power supply lines and/or large, leaky MOS capacitors.
In [10], a noise-aware floorplanning algorithm is proposed to
reduce the power supply noise with minimized area overhead.
By reassigning the positions of high- and low-current-density
circuit modules, the current demands across the floorplan are
well balanced and consequently, the worst-case peak noise in
power supply network is reduced. This method assumes that
every FU draws a certain amount of current. Obviously, this as-
sumption is not applicable for the clock-gated microprocessors.

Architectural level methodologies have also been proposed
to solve the power supply noise problem without incurring
high manufacturing cost or power/area overhead. For example,
through the compiler level optimization, the instruction issuing
is carefully scheduled in a very large instruction word (VLIW)
microprocessor and the energy dissipation within a single cycle
is limited to avoid large peak current demand [11]. However,
architectural level methodologies typically introduce perfor-
mance penalty because of the degraded utilization of FUs in
MiCroprocessor.

In this paper, we propose an integrated architectural and phys-
ical design level approach to reduce the first voltage droops
in power supply noise. By taking advantage of the inefficient
FUs’ utilization in microprocessors, we balance the current de-
mands across the integer FUs’ floorplan through intentionally
selecting the usage of FUs. As a result, the worst-case current
induced peak noise and the Decap requirement are reduced. We
refer to this approach as current demand balancing. For dif-
ferent requirements of pipeline designing, two methodologies:
priority assignment optimization (PAO) and dynamic FU selec-
tion (DFS) are proposed. Moreover, for various applications,
we discuss the effectiveness of two complementary methods
to enhance our approach. They are: 1) FU ordering with sub-
module design (FSM) and 2) issue pattern management (IPM).
We also propose implementations of these methodologies in
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Fig. 1. Baseline superscalar model.
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Fig. 2. Floorplan of integer FUs.

present-day high performance deterministic clock-gated (DCG)
microprocessors [4].

Compared with the previous studies, our methodologies have
the following contributions: first, they reduce the peak noise by
utilizing the knowledge of floorplan, without affecting the total
current demand of FUs within one single cycle (PAO, DFS, and
FSM); second, to further enhance our methodologies, the total
current demand of FUs within one single cycle can be dynam-
ically shaped by a hardware-based implementation (IPM) in-
stead of the static optimization approaches, as [11].

The paper is organized as follows: Section II gives the back-
ground and definitions we use in this paper; Section III describes
the proposed methodologies; Section IV comes up with the cor-
responding implementations in DCG microprocessor design;
Section V presents the experiments and results; Section VI con-
cludes our paper.

II. CURRENT SURGE SCENARIO IN DCG MICROPROCESSOR
A. Clock-Gated Pipeline and Integer FU Floorplan

Fig. 1 shows the baseline superscalar model [12]. As dis-
cussed in [4], the deterministic clock gating (DCG) scheme con-
trols the clock signals to FUs in execution/bypass stage as well
as the latches in execution/bypass and memory stages to avoid
the unnecessary switching activities and dynamic power. Ex-
cept for the leakage current, the clock-gated FU does not con-
tribute to any peak current in DCG microprocessor. We refer to a
clock-gated FU as a “quiet” block in the floorplan. On the other
hand, we assume that an FU draws peak current when it is being
used and its clock supply is enabled.

Fig. 2 shows the typical integer FU floorplan of a six-issue in-
teger pipeline in a nonclustered pipelined architecture [12], [13].
This configuration includes: four simple integer ALUs (SUs),
each of which has one adder and one logic unit; two general in-
teger ALUs (GUs), each of which has one SU and one shifter
(SH); and one three-stage integer multiplier (MULT). MULT
is usually placed at the far end of the FU floorplan to reduce
the bypass wire length and minimize the latency of the critical
stage (execution/bypass stage at the 0.18-ym technology node
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Fig. 3. Schematic of stacked selection logic. (a) FU arbiter cell. (b) Stacked
FU arbiter queue.

and beyond [12]-[14]) in pipeline. The shaded block indicates
the first stage of MULT. For simplicity, we also used S, G, H,
M, and REG to denote SU, GU, SH, MULT, and the register file,
respectively.

B. Selection Logic and Current Surge in Floorplan

When and which FUs to be used are determined by the FU
arbiter logic in the wakeup/selection stage. Fig. 3 shows the
schematic of a popular stacked FU arbiter queue in the super-
scalar microprocessor [12]. For one single FU arbiter, as shown
in Fig. 3(a), instructions in the issue window (not shown here)
assert their request signals (REQs) when they are ready to be is-
sued. After the FU arbiter detects any asserted requests, it gener-
ates an ANYREQ signal to enable its corresponding FU. Those
REQ signals are also put into a priority encoder to generate a
grant signal (GRANT) under a certain selection policy. When
the ENABLE signal is raised, this grant signal is sent back to the
corresponding entry in the issue window to “inform” the instruc-
tion that it will be issued in the next cycle. For the single-stage
or multi-stage pipelined integer FUs, the ENABLE signal is al-
ways set to be “1.”

To deal with multiple FUs, the stacked FU arbiter structure
is used, as shown in Fig. 3(b). The positions of the FU arbiters
in the stacked FU arbiter queue determine the priorities of the
corresponding FUs: an instruction can be granted by the ith FU
arbiter and executed by its corresponding FU only when the first
i-1 FU arbiters and their corresponding FUs are not available.

An FU arbiter may handle multiple FUs. For example, a
MULT and a GU can share one FU arbiter. An SU and an SH
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TABLE 1
COMPARISON OF TWO PRIORITY ASSIGNMENTS

Issue pattern Priority assignment 1

Priority assignment 2

Usage pattern

Peak noise (V)

Usage pattern Peak noise (V)

SSSSSS S1+S2+S3+S4+SA+SB 0.3309
SSSSSH S1+S2+S3+S4+SA+HB 0.3286
SSSSHS S1+S2+S3+S4+HA+SB 0.3221
SSSSHM S14+S2+S3+S4+HA+M 0.3504
SSSSSM S1+S2+S3+S4+SA+M 0.3541
SSSSHH S1+S2+S3+S4+HA+HB 0.3207

S1+S2+S3+S4+SA+SB 0.3309
S1+S2+S3+S4+SB+HA 0.3221
S1+S2+S3+S4+SA+HB 0.3286
S1+S2+S3+S4+HB+M 0.3491
S1+S2+S3+S4+SB+M 0.3497
S1+S2+S3+S4+HA+HB 0.3207

in the same GU are usually placed in proximity and controlled
by a single FU arbiter. By using the ANYREQ signal and the
information of granted instruction, clock-gating can be easily
applied to every SU, every SH and every stage of MULT. The
adder and the logic unit in an SU are usually not clock-gated
separately because the logic unit is small in size.

For the performance consideration, the position of an FU ar-
biter in the stacked FU queue usually depends on the number of
FUs that the FU arbiter controls. FU arbiter dealing with only
one FU should be put at the beginning of the queue, whereas the
FU arbiter at the end of the queue is usually the one handling the
maximum number of FUs. In the following sections, we assume
that the position assignment of FU arbiters in the stacked FU ar-
biter queue is (S)(S)(S)(S)(G)(G + M). Here the letters S, G,
and M in the parentheses represent the corresponding FUs han-
dled by each FU arbiter.

‘We use the combination of S, H, M to represent the types and
number of FUs that are needed to execute the issued instructions
in the current cycle. We call it an “issue pattern”. For example,
“SSSSHM” shows that 4 SUs, 1 SH, and 1 MULT are required
to execute the issued instructions. The order of S, H, and M in
the issue pattern represents their granted order. For instance,
issue patterns SSSSHS and SSSSSH are different because the
H instructions are granted by the fifth FU arbiter and the sixth
FU arbiter, respectively.

We also refer to the combination of physical FUs used to ex-
ecute a certain issue pattern as a “usage pattern.” For example,
we assume that the priority assignment of the FUs in Fig. 2 are
ordered from high to low as well as their positions from left to
right in the floorplan: S1 > S2 > S3 > S4,G1 > G2(M).
Here, M and G2 share the same FU arbiter. Under such priority
assignment, the corresponding usage pattern for issue pattern
SSSSSM is “M 4 S1 4 52 4 S3 4 S4 4 SA”

However, we notice that the usage pattern “M+S1+S2+S3+
S4+SA” in Fig. 2, generates a high-peak noise in power supply
network due to the unbalanced current demand distribution: too
many active FUs are clustered in the floorplan in Fig. 2. Here
we assume that MULT has three pipelined stages (without loss
of generality) that can be clock-gated separately.

III. METHODOLOGIES

A. Current Demand Balancing Methodologies

1) Priority Assignment Optimization: As discussed in Sec-
tion II, the priority of physical FU depends on the position of
its corresponding FU arbiter in the stacked FU arbiter queue.
By assigning the different priorities to FUs, we can generate a

more balanced FU usage pattern, in order to avoid having a large
number of active FUs located in close proximity. As a result, we
can reduce the current induced noise in power supply network
for each issue pattern.

For example, in the floorplan shown in Fig. 2, we can set G2’s
priority higher than G1’s. The new priority assignment of phys-
ical FUs in the floorplan becomes S1 > S2 > S3 > 5S4, G2 >
G1(M). Obviously, for a six-way integer pipeline with the con-
figuration in Fig. 2, only six issue patterns, which use up the
entire issue width, may generate the worst-case power supply
peak noise: SSSSSS, SSSSHS, SSSSSH, SSSSHM, SSSSSM,
and SSSSHH. The comparison of the peak noise and the corre-
sponding usage pattern of each issue pattern under two different
FU priority assignments are shown in Table I. These results are
obtained from HSPICE simulations with TSMC 0.18-pm tech-
nology (see Section V-A). For the analysis of the worst-case
peak noise, we assume that the last two stages of MULT are
active.

Under the new priority assignment (priority assignment 2 in
Table I), the worst-case peak noise that occurs under issue pat-
tern SSSSSM is reduced. The reason is that a long active FU
cluster (M 4+ S1 4 S2 + S3 + S4 + SA) under priority assign-
ment 1 is broken into two clusters (M 4+ S1 + S2 + S3 4+ S4 and
SB) by a “quiet” FU (G1) under priority assignment 2. For a
given floorplan, there exists an optimal FU priority assignment
that generates the minimal worst-case power supply peak noise
among all the possible issue patterns. We refer to this method-
ology as the PAO approach. Essentially, this scheme minimizes
the worst-case peak noise among all the usage patterns for any
issue patterns under all the possible priority assignments of
physical FUs.

Although the floorplan in Fig. 2 is very popular in the
present-day microprocessor design, it is not optimal from the
viewpoint of power supply noise reduction (see Sections III-B
and IV-C). Hence, PAO does not reduce power supply noise
much for such a floorplan. In Section V, we shall show that for
an optimized floorplan, significant reduction on power supply
noise and Decap requirement can be achieved by optimizing
the FU priority assignment (see Table VI, Section V-A).

The possible issue patterns in a microprocessor could be tens
or more depending on the number of FU types. However, the
worst-case peak noise occurs only when the entire issue width
is used and all stages (except for the input stages) of multi-stage
FUs are active. Moreover, the current density is affected by
many factors, including input vectors, layout design, clock skew,
and so on. For simplicity, we apply only the highest possible cur-
rent densities of FUs and peripheral circuits in the peak noise
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TABLE 1I
ALTERNATIVE USAGE PATTERNS AND PEAK NOISES

Usage pattern Peak noise (V)
M+S1+S2+S3+S4+SA 0.3541
M+S1+S2+S3+S4+SB 0.3497
M+S1+S2+S3+SA+SB 0.3440
M+S1+S2+S4+SA+SB 0.3359
M+S1+S3+S4+SA+SB 0.3215
M+S2+S3+S4+SA+SB 0.3235

simulations. This assumption is conservative but reasonable be-
cause only the worst-case power supply noise determines the
reliability of the system and the Decap requirement.

2) Dynamic FU Selection: Although the optimal priority
assignment can help to reduce the worst-case peak noise, the
priority assignment itself restricts its effectiveness: usually one
priority assignment that generates the minimal worst-case peak
noise under one issue pattern may not generate the minimal
worst-case peak noise under another issue pattern. As a result,
the effectiveness of PAO is limited by the worst-case peak
noise in the nonoptimized issue patterns. However, the system
reliability and Decap requirement are only determined by the
worst-case peak noise among all issue patterns. Hence, we
propose a dynamic FU selection approach, which breaks down
the traditional fixed priority assignment on FUs, to solve this
restraint. The new approach can achieve the optimal worst-case
peak noise under every issue pattern.

For example, the issue pattern SSSSSM has some alternative
usage patterns that induce lower peak noise level as a conse-
quence of better balanced current demands. Table II shows those
alternative usage patterns with the floorplan in Fig. 2 and their
corresponding peak noises. We perform the simulation by using
HSPICE with TSMC 0.18-um technology (see Section V-A).
We also assume that the last two stages of MULT are active so
as to obtain the worst-case peak noise.

Obviously, this methodology has a better result than optimal
priority assignment approach because we could choose the op-
timal usage pattern for each issue pattern cycle by cycle. We
refer to this method as dynamic FU selection scheme. Essen-
tially, this scheme minimizes the peak noise among all the usage
patterns for any given issue pattern.

In this approach, different issue patterns may share the same
optimal usage pattern. For example, issue pattern SSSSSH
maybe share the same optimal usage pattern with SSSSHS.

Both PAO and DFS can be concluded as current demand bal-
ancing approaches. The motivation of current demand balancing
approach is to reduce the worst-case peak noise in power supply
network by balancing the FU usage and current demand distri-
bution in floorplan.

We note that both methodologies above—PAO and DFS—do
not introduce any instructions per cycle (IPC)-based perfor-
mance penalty. The only possible performance loss is the
increase of clock period due to the additional routing com-
plexity for PAO (see Section IV-A) or the additional logic for
DFS (see Section IV-B). We shall show in Section IV that no
extension of clock period is required by the two methodologies
in the traditional nonclustered pipeline.

B. Two Complementary Techniques

FU ordering with submodule design and issue pattern
management are two complementary techniques that can sig-
nificantly enhance the proposed current demand balancing
approaches. We discuss these techniques and their applicability
in this section.

1) FU Ordering With Submodule Design: A limitation of
our current demand balancing approach is the existence of large
high-current-density circuit blocks. The FU ordering with sub-
module design can improve the effectiveness of our approach
by breaking up large high-current-density circuit blocks.

Multiple active FUs located in close proximity in the floor-
plan can produce large high-current-density circuit blocks under
some issue patterns. For example, FUs S1-S4 in Fig. 2 intro-
duce a large high-current-density circuit block under all the con-
sidered issue patterns for PAO approach (shown in Table I),
or under the issue pattern SSSSSS for dynamic FU selection
methodology. By optimizing the FU physical locations, those
active FUs are scattered across the floorplan and the current
surge is minimized. We can obtain the optimized floorplan via
the noise-aware floorplanning algorithm similar to [10]. The
peak noise estimation in the cost function of the floorplanning
algorithm calculates the worst-case peak noise among all the
issue patterns for the floorplan under consideration.

The FU with multiple stages, such as the multiplier MULT in
Fig. 2, is also a large high-current-density circuit block. In the
conventional microprocessor design, the sequential stages of
a multi-stage FU, (e.g., MULT) are placed in close proximity,
according to the execution sequence in order to reduce the data
transfer latency. In the situation that multiplication instructions
are continually issued in sequential cycles, all the stages of
MULT are active, and hence, contribute to a large high-current-
density circuit block. In our approach, we implement MULT
as submodules which can be located as noncontiguous blocks,
with each stage naturally defined as a block/submodule. We
refer to this approach as FU ordering with submodule design.

Generally, submodule design may introduce routing con-
gestion, and therefore, performance penalty. If the introduced
latency lies on the critical path, the clock period may increase.
Fortunately, the data transmission between the different stages
of multi-stage FUs does not lie in the critical stage in the
present-day pipeline [12]-[14].

2) Issue Pattern Management: Some issue patterns with
extremely unbalanced usage patterns, such as SSSSSM and
SSSSHM under the priority assignment 1 in Table I, may
generate high peak noise even we applied the proposed current
demand balancing approaches (see Table I, Section II-A). We
can prevent these issue patterns from occurring by holding
back one or several instructions, and therefore, achieve further
reduction of power supply peak noise. We refer to this method-
ology as issue pattern management.

Obviously, issue pattern management cannot eliminate all
the issue patterns that use up the entire issue width. Otherwise,
the last several FU arbiters become redundant since they do
not issue instructions any more. Similarly, the issue pattern
management cannot eliminate all the issue patterns that require
all the FUs of the same type, such as SSSSSS. Otherwise, no
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other issue pattern needs six SUs and the sixth SU would be
redundant.

Due to the degradation of FU utilization under managed pat-
terns, the issue pattern management may introduce performance
penalty. Fortunately, our experimental results show that with our
hardware-based implementation (see Section IV-D), the cases to
apply issue pattern management are rare and the introduced per-
formance penalty is negligible (see Section V-B). However, as
mentioned in Section III-A, the system reliability and the Decap
requirement rely only on the worst-case peak noise, no matter
how often it occurs.

IV. IMPLEMENTATION

A. Priority Assignment Optimization

As discussed in Section II, the sequence of FU arbiters in
the stacked FU arbiter queue is fixed. The priority of a phys-
ical FU is decided by the routing of the ANYREQ signal be-
tween the FU and the corresponding FU arbiter. Fig. 4 shows
the routing schemes of ANYREQ signals for two priority as-
signments given in Table L.

The new routing scheme for optimized priority assignment
may introduce routing congestion. However, the introduced
timing penalty is negligible because we change only the
begin/end-point pairs of the existing signal wires. No additional
signal wires are introduced.

B. Dynamic FU Selection Logic

To implement the dynamic FU selection scheme, we can add
a small look-up table to the existing selection logic. The tags

and their corresponding entries of the look-up table are deter-
mined as follows: The power supply noise level that can be toler-
ated by the design is denoted as tolerable noise level (TNL). The
power supply peak noise of every issue pattern is pre-character-
ized, e.g., Table I in Section III-A. If the usage pattern under a
particular issue pattern induces a peak noise level that exceeds
TNL, we store that usage pattern, which is a set of ANYREQ
signals generated by the stacked FU arbiter queue, as a tag in
that look-up table. For that issue pattern, its optimized usage
pattern (see Table II, Section III-A), which is a different set of
ANYREQ signals that induces minimized power supply noise
level lower than TNL, is stored as the corresponding entry in the
look-up table.

The modified selection logic works as follows. If a usage
pattern UP generated by the original selection logic matches a
tag in the look-up table, the corresponding optimal usage pat-
tern UP_O will be selected as the final usage pattern UP_V (see
Fig. 5). Otherwise, UP is selected as is it as does not induce a
noise level exceeding TNL. Finally, the optimized usage pattern
UP_V, which is the optimized set of ANYREQ signals, is sent to
the ANYREQ ports of physical FUs. Note that we do not change
the original selection logic and our method is compatible to any
existing instruction selection logic design.

Since we have to store only those usage patterns that generate
higher peak noise than TNL in the look-up table, the size of the
look-up table is small. Our experiments show that a 12-entry
table is sufficient for a six-way baseline microprocessor (see
Section V-B). However, the existence of the look-up table may
prolong the latency of wakeup/selection stage. If the wakeup/se-
lection stage is the critical stage in the pipeline, performance
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TABLE III
LATENCY INCREASE OF SELECTION LOGIC

Technology 0.18pum 90nm
Look-up table latency (ps) 329 229
Issue pattern management logic latency (ps) 16.3 9.1
Orig. wakeup/selection stage latency (ps) 815.9 449.1
Wakeup/selection stage latency
with look-up table (ps) 848.8 4712.0
A Wakeup/selectlon stage latency 8322 4582
with issue pattern management logic (ps)
Wakeup/selection stage latency
with look-up table 865.1 481.1
and issue pattern management logic (ps)
Execution/bypass stage latency (ps) 884.6 512.4

loss may be introduced due to the increase of cycle period.
Based on the model and the configuration in [12] with bypass
logic consideration, we performed an analysis of the latencies
of a 12-entry look-up table, wakeup/selection and execution/by-
pass stages for a six-way microprocessor with TSMC 0.18-pm
and BPTM 90-nm technologies [15]. The analysis shows that
the added complexity of the selection logic does not incur per-
formance loss (see Table III). The reason is that the latency
of our modified wakeup/selection does not exceed the latency
of the critical stage—execution/bypass stage—in the six-way
pipeline at the 0.18-pum and 90-nm technology nodes. This is
the same conclusion drawn in [12]-[14] for the superscalar mi-
croprocessors with six or wider issue width.

The implementation of the look-up table requires about 1584
transistors, which occupy around 11620 pm? and 4380 pm?
area at the 0.18-pm and 90-nm technology nodes, respectively.
Compared with millions of transistors in a present-day micro-
processor, the power and area overheads introduced by this
small look-up table are negligible.

We note that in for some bypass-optimized pipeline designs,
such as split bypass bus and multi-stage bypass logic [12],
[16], the wakeup/selection stage may become the critical stage
of pipeline. In such a case, dynamic FU selection may pro-
long the clock cycle period. Instead, PAO can be considered.
However, for the conventional superscalar pipeline, the latency
of execution/bypass stage increases faster than the one of
wakeup/selection stage when the issue width goes up [12].
More timing margin will be introduced to implement our dy-
namic FU selection and issue pattern management approaches
(see Section IV-D).

C. FU Ordering With SubModule Design

All the stages of a multi-stage FU, except for the first one, are
considered as “being active” in the simulation of the worst-case
peak noise. As a result, only the first stage of the multi-stage
FU could be “quiet” and helps to balance the current demands
across the floorplan. In submodule design, it is only the input
stage of a multi-stage FU that has to be placed separately from
the other stages.

We use {MMMSSSS(SH)(SH)} to represent the floorplan in
Fig. 2, where M, S, and H denote MULT, SU, and SH, respec-
tively as well as (SH) [or (HS)] denotes a GU and M represents
the first stage of MULT. After implementing the PAO and FU
ordering with submodule design, we obtain the optimized floor-
plan {MM(HS)SM(SH)SSS} at the 0.18-pm technology node,
as shown in Fig. 6(a). This floorplan introduces an extra wire
length of 665.2-;:m long between the first and the second stages
of MULT. However, as we mentioned in Section III, the length-
ened signal wire does not lie in the critical stage of pipeline
and does not introduce clock period overhead. Similarly, for
the dynamic FU selection scheme, the optimized floorplan is
{MM(HS)SMS(SH)SS}, as shown in Fig. 6(b).

Note that the optimized floorplans do not elongate bypass
wires because the length of the longest bypass wires is the total
width of FUs, no matter what the optimized floorplan is as long
as the placement is packed. Thus, the optimized floorplan does
not prolong the execution/bypass stage latency and the clock
period.

D. Issue Pattern Management

Our aim is to propose a simple modification that can be ap-
plied to any existing instruction scheduling solution to achieve
the power supply noise reduction. The compatibility of our
implementation is important because various instruction sched-
uling solutions have been proposed or adopted in present-day
microarchitecture designs, targeting performance improvement,
power saving or noise reduction [11].

Issue pattern management works as follows: once an un-
wanted issue pattern is detected, issue pattern management
logic generates a disable signal to hold back an instruction.

Fig. 7 shows the issue pattern management logic for the issue
pattern SSSSSM, under the priority assignment 1 in Table I.
When ANYREQ signals to SA and M in Fig. 2 and the signal
that confirms the “historical status of MULT” are asserted, the
issue pattern management logic generate a DISABLE signal to
deny GRANT to the offending instruction and ANYREQI to the
corresponding FU. Here the signal that confirms the “historical
status of MULT” indicates whether the last two stages of MULT
are active. Itis unnecessary to check the ANYREQ signals to the
first 4 SU’s because they have higher priorities than the SU in
GU. Hence, only when the first 4 SU’s are not available, the Sth
SU (SA) in G1 can be selected.

The issue pattern management logic for dynamic FU selec-
tion is shown in Fig. 8. We augment the entries of the look-up
table with an additional signal “FLAG.” When a usage pattern
to which we need to apply issue pattern management is found,
for example, issue pattern SSSSSM, a FLAG signal is asserted
(see Fig. 5). If the historical status of the multi-stage FUs also
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design.
ANYREQ to SA —
Historical —
Status of MULT _
ANYREQ to M DISABLE
GRANT _vitural
GRANT I_
ANYREQI_virtual
ANYREQi
Fig. 7. Issue pattern management logic for SSSSSM for PAO.
GRANT_Virtual
Historical status
of MULT
FLAG —
DISABLE CGRANT
Fig. 8. Issue pattern management logic for dynamic FU selection.

indicates that the peak noise induced by the optimized usage pat-
tern exceeds the TNL, a DISABLE signal is generated to deny a
GRANT signal to the offending instruction. Note that no extra
logic is needed to disable the corresponding ANYREQ signal
to the physical FU since that ANYREQ signal has been elimi-
nated in the optimized set of ANYREQ signals in the look-up
table (see Section IV-B).

The proposed logic may lengthen the latency of wakeup/se-
lection stage because of the delays of the NAND gate and AND
gate. For PAO, we note that the delays of the first two-input
AND gate and the NAND gate could overlap with the operation

time of the priority encoders of the fifth FU arbiter and the sixth
FU arbiter, respectively. Here we put the verification of MULTs
history status at the beginning of the logic to reduce the virtual
latency of issue pattern management logic. Consequently, only
the latency of one AND gate is introduced. For dynamic FU se-
lection, the latencies of a NAND gate and an AND gate are intro-
duced. Based on the model proposed in [12], we simulated the
latencies of the AND/NAND gate, wakeup/selection and execu-
tion/bypass stages in a six-way microprocessor at the 0.18-um
and 90-nm technology nodes (shown in Table III). Simulation
shows that the additional logic complexity in the selection logic
will not lengthen the clock period because the execution/bypass
stage is still the critical stage in the pipeline with six or wider
issue width at the 0.18-um technology node and beyond, as the
same conclusion drawn in [12]-[14].

V. EXPERIMENTS AND RESULTS

‘We conduct experiments at both the physical design level and
the architectural level to evaluate our approaches:

1) PAO: priority assignment optimization;

2) DFS: dynamic FU selection;

3) FSM: FU ordering with submodule design;

4) IPM: issue pattern management.

A. Peak Noise Evaluation

We use HSPICE to simulate the peak noise generated in a
six-way integer pipeline with the configuration in Fig. 2 at the
0.18-pm and 90-nm technology nodes.
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TABLE 1V
FUNCTION UNIT DIMENSIONS.

0.18um Tech. 90nm Tech.
FU Width (um) Height (um) Width (um) Height (um) Description
SH 203.6 678.4 135.8 465.6 Shifter
SU 230.8 678.4 153.9 465.6 Adder and logic unit
MULT 692.4 678.4 461.7 465.6 3-stage multiplier

Fig. 9. RLC power supply mesh model.

Table IV shows the dimensions of FUs in our simulations. The
parameters are derived from the floorplan of Itanium II [13], ex-
cept that we scale the floorplan to a 32-b design in order to meet
the constraint imposed by the architecture simulation configu-
ration of the simplescalar tool [17].

We use a power supply mesh model, as shown in Fig. 9,
to analyze the power supply noise and Decap requirement, as
in [1], [10], and [18]. The pitches of power grid and power
pin depend on the chip size and the controlled collapse chip
connection (C4) footprints. Each segment of power grid is
simulated as a RLC circuit and each power pin is simulated
as a resistor and an inductor connected in series. As [1], the
triangular current waveform is needed to represent the switching
current of an FU and is deployed at each node of power mesh.
This method has been proven to be sufficiently accurate in
the analysis of power supply noise in a leading semiconductor
company [1]. Our method, however, is not limited to the
triangular waveform assumption. More sophisticated piecewise
linear waveform can be used to represent the switching current
waveforms of the functional units. Moreover, for the specific
applications, the switching current waveform of every FU can
be pre-characterized depending on its specific circuit design,
layout design, input vectors, and so on.

The pitch for metal lines in the power supply, the pitch for
power supply (Vpp) pins and related technology parameters at
the 0.18-pim and 90-nm technology nodes are shown in Table V.

The maximal current density Js is set as 0.28 jA/um? at the
0.18-pm technology node and 0.55 1A/pum? at the 90-nm tech-
nology node, which are estimated based on ITRS2003 Roadmap
[19]. We assume that every power grid point k supplies current
to an area delimited by the four bisectors defined by the point
k and its four adjacent neighbors. The peak switching current

TABLE V
TECHNOLOGY PARAMETERS

Para. Description 0.18um _ 90nm
r Wire resistance per unit length (£2/zum) 0.0241  0.034
/ Wire inductance per unit length (pH/1im) 0.8 0.8
¢ Wire capacitance per unit length (pF/zim) 20 22
L, Package inductance per Vpp pin (nH) 0.2 0.2
R, Package resistance per Vpp pin (£2) 0.5 0.5
Piipe Pitch of metal lines (zm) 240 120
Ppin Pitch for Vpp pins (um) 720 360

drawn at point k is calculated as 1(*) = > factor[j] - Js - Ajy,
where Ay, is the delimited area between power grid point k and
circuit module j. Coefficient factor(j] depends on the switching
behavior of module j’s. For integer FUs, factor[j] is set to 0 or
2 in clock-gated or un-gated cycle, respectively; for other pe-
ripheral circuit modules, such as register file, the factor is set
to 1 because of their low current demands. As we discussed
above, the overall switching current waveform at power grid
point k is approximated as a triangular waveform with peak
value I(*), The durations of switching current waveform (7) are
assumed to be half the clock period of 1 ns and 0.5 ns, respec-
tively, at the 0.18-um and 90-nm technology nodes. The corre-
sponding power supply voltages Vpp are 1.8 and 1.2 V. The cor-
responding peak noise thresholds of systems are set to the 10%
of Vpp, which are 0.18 and 0.12 V at the 0.18-pym and 90-nm
technology nodes, respectively. We define the Decap require-
ment as the decoupling capacitance required to keep the peak
noise below the peak noise threshold of the system. We evenly
distribute the decoupling capacitance at all nodes of the power
mesh, as assumed in [18]. We note that the allocation of Decap
actually affects its effectiveness for noise reduction. However,
we did not consider detailed Decap allocation since it is beyond
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TABLE VI
EXPERIMENTAL RESULTS FOR SIX-WAY INTEGER PIPELINE WITH PAO, FSM, AND IPM, IN 0.18— m TECHNOLOGY

Methodologies ORIG PAO PAO+FSM PAO+IPM PAO+FSM+IPM
Peak noise (V) 0.3541 0.3497 0.3125 0.3309 0.3046
Peak noise reduction / 1.24% 11.75% 6.55% 13.98%
Decap (nF) 2.7702 2.7540 2.0993 2.4246 1.9346
Decap reduction / 0.58% 24.22% 12.48% 30.17%
Worst-case issue pattern SSSSSM SSSSSM SSSSSH SSSSSS SSSSSS
IPC-based performance degradation / 0 0 0.0053% 0.014%

TABLE VII

EXPERIMENTAL RESULTS FOR SIX-WAY INTEGER PIPELINE WITH DFS, FSM, AND IPM, IN 0.18- m TECHNOLOGY

Methodologies ORIG DFS DFS+FSM DFS+IPM DFS+FSM+IPM
Peak noise (V) 0.3541 0.3309 0.3067 0.3309 0.3046
Peak noise reduction / 6.55% 13.39% 6.55% 13.98%
Decap (nF) 2.7702 2.4246 1.9508 2.4246 1.9346
Decap reduction / 12.48% 29.58% 12.48% 30.17%
Worst-case issue pattern SSSSSM SSSSSS SSSSSM SSSSSS SSSSSS
IPC-based performance degradation / 0 0 0 0.0074%
the scope of this paper. For the analysis of Decap allocation, we TABLE VIII

refer readers to [10].

The simulations results at the 0.18-um technology node are
shown in Tables VI and VII. Table VI shows the experimental
results for PAO with FSM and issue pattern management (IPM).
The column ORIG represents the original results with no op-
timization techniques applied. The entries in the second row
“peak noise” in Table VI are the peak noise without decou-
pling capacitance deployed in the power mesh. The amounts of
Decap requirement for each case to reduce the peak noise to be
lower than 10% Vpp are shown in the row “Decap.” For the
floorplan in Fig. 2, the original peak noise of the worst case is
0.3541 V, which is induced by the issue pattern SSSSSM. The
corresponding Decap requirement for the 0.18 V power-supply
noise threshold is 2.7702 nF. The reductions in Decap require-
ments are shown in the row “Decap reduction,” which are ob-
tained with respect to the original Decap requirement, while the
row “worst-case issue pattern” provides the issue patterns that
generate the worst-case peak noise and determine the Decap
requirements.

Similarly, Table VII shows the experimental results for dy-
namic FU selection with FU ordering with submodule design
and issue pattern management.

* The PAO columns in the tables show the results after
applying only PAO. Due to the existence of unbalanced
usage patterns, PAO is not very effective for the floor-
plan in Fig. 2. However, this problem can be overcome
successfully after applying FSM. The new priority assign-
ments of physical FUs in the floorplans shown in Figs. 2
and 6(a) are S1 > S2 > S3 > S4,G2 > G1(M) and
S4 > 83 > S2 > S1,G1 > G2(M), respectively.

* The DFS columns in the tables show the results after ap-
plying DFS. We do observe better results comparing with
the results of PAO. For simplicity, in the discussions of
FSM and IPM, we only analyze the combination between
FSM, IPM, and PAO. All of these discussions could be ex-
tended to the DFS case.

* The optimized floorplan with PAO + FSM is illustrated
in Section IV-C. As shown in the columns of PAO +

BASELINE CONFIGURATION OF PROCESSOR

6-integer-issue plus 3-floating-point-issue, 96 REG,

64 LSQ, 4 int. SUs, 2 int. GUs, 1 int. MULT, 3 FP
ALUs, 2 FP MULTSs.

8K/8K/8K hybrid predictor; 32-entry RAS,

8192- entry 4-way BTB, 8 cycle misprediction penalty
64KB 2-way 2-cycle I/D L1, 2MB 8-way 12-cycle L2,
both LRU

Infinite capacity, 100 cycle latency;

Split transaction, 32-bits wide bus

Processor

Branch prediction

Caches

Main memory

FSM in Table VI, the reductions in peak noise and
Decap requirement are significant. By comparing the
corresponding results of PAO and PAO +FSM, we notice
that FSM effectively enhances the PAO by breaking up
large high-current-density circuit blocks and balancing
the current demands across the floorplan. This conclusion
is also observed in Table VII by comparing the results
of DFS and DFS + FSM.

e The more issue patterns to which we apply IPM, the
more Decap requirement reduction we can get. However,
such Decap requirement reduction is associated with
performance penalty. The effectiveness of IPM depends
on the difference between the peak noise levels of the
original and new worst-case issue patterns before and
after applying IPM. In our experiment, we apply IPM on
those issue patterns that have higher peak noise levels
than that of issue pattern SSSSSS, under the condition that
the application of IPM does not result in redundant FUs
(see Section III-B). Our results show that the IPM results
in effective improvement for the unbalanced floorplan in
Fig. 2 (PAO versus PAO+1PM in Table VI, DFS versus
DFS + IPM in Table VII) with very little performance
penalty. The IPC-based performance degradation of IPM is
analyzed in the next section. Furthermore, applying FSM
together with PAO/DFS and IPM (PAO + FSM + IPM
in Table VI, DFS + FSM + IPM in Table VII) can
further reduce the peak noise with marginal increase
in performance loss. As the worst-case issue pattern is
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TABLE IX
EXPERIMENTAL RESULTS FOR SIX-WAY INTEGER PIPELINE WITH PAO, FSM, AND IPM IN 90-nm TECHNOLOGY

Methodologies ORIG PAO PAO+FSM PAO+IPM PAO+FSM+IPM
Peak noise (V) 0.1955 0.1924 0.1709 0.1863 0.1631
Peak noise reduction / 1.59% 12.58% 4.71% 16.57%
Decap (nF) 0.8910 0.8721 0.6332 0.7938 0.4914
Decap reduction / 2.12% 28.94% 10.91% 44.85%
Worst-case issue pattern SSSSSM SSSSSM SSSSSH SSSSSS SSSSSS
IPC-based performance degradation / 0 0 0.0053% 0.014%

TABLE X

EXPERIMENTAL RESULTS FOR SIX-WAY INTEGER PIPELINE WITH DFS, FSM, AND IPM IN 90-nm TECHNOLOGY

Methodologies ORIG DFS DFS+FSM DFS+IPM DFS+FSM+IPM
Peak noise (V) 0.1955 0.1863 0.1613 0.1863 0.1600
Peak noise reduction / 4.71% 17.49% 4.71 18.16%
Decap (nF) 0.8910 0.7938 0.4847 0.7938 0.4671
Decap reduction / 10.91% 45.60 10.91 47.58%
Worst-case issue pattern SSSSSM SSSSSS SSSSHH SSSSSS SSSSSS
IPC-based performance degradation / 0 0 0 0.0035%

restricted to issue pattern SSSSSS for both approaches:
PAO and DFS, after applying IPM, the optimized peak
noise and corresponding Decap requirements of both
approaches are the same (see the results PAO + IPM
in Table VI versus DFS + IPM in Table VII, PAO +
FSM + IPM in Table VI versus DFS + FSM + IPM
Table VII).

B. IPC-Based Evaluation

The modified SimpleScalar Tool [17] is used for architec-
tural level simulation for IPM. Table VIII shows the config-
uration of the baseline pipeline. We used precomplied Alpha
Spec2000 binaries [20] to analyze the IPC-based performance.
The benchmarks are complied with peak setting. For each of
the benchmarks, we used ref inputs, skipped the first 2 billion
instructions, and simulated 500 million instructions.

The row “IPC-based performance degradation” in Tables VI
and VII shows the average IPC-based performance degrada-
tion over 11 integer and 12 floating-point benchmarks. IPM is
rarely applied. Consequently, the performance losses are mar-
ginal: 0.0053% and 0.014% for PAO+IPM and PAO+FSM+
IPM, respectively, as well as 0% and 0.0074% for DF'S + IPM
and DF'S + FSM + IPM, respectively.

As a comparison, Tables IX and X show the corresponding
simulation results at the 90-nm technology node. We can see
that the effectiveness of our methodology is improved in fu-
ture technology. Note that the optimized floorplans after ap-
plied FSM in Tables IX and X are {MM(SH)SM(SH)SSS} and
{MM(HS)S(HS)MSSS}, respectively.

VI. CONCLUSION

In this paper, we propose an integrated architectural and
physical design level approach named current demand bal-
ancing to reduce the current induced noise in power supply
network, and consequently, to reduce the Decap requirement
for general-purpose, high performance clock-gated micro-
processors. We also show that two different methodologies,
PAO and DFS, including two complementary methods used to

augment our technique—FU ordering with submodule design
and issue pattern management, are effective and simple to im-
plement. Our methodologies do not introduce the degradation
of IPC or increase the clock period in the traditional, non-
clustered pipeline. Also, the effectiveness of our methodology
is improved in future technology node, such as the 90-nm
technology. Although our methodologies focus on integer FUs,
we believe that it can be extended to other pipeline stages that
have inefficient hardware-utilization existing.
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