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Gated Decap: Gate Leakage Control of On-Chip
Decoupling Capacitors in Scaled Technologies

Yiran Chen, Hai Li, Kaushik Roy, and Cheng-Kok Koh

Abstract—To minimize the leakage power dissipation of present-day
on-chip Decaps, we propose a gated decoupling capacitor (GDecap)
technique that deactivates a Decap when it is not needed. The application
of the proposed GDecap technique on an eight-way clock-gated clustered
pipeline showed that on average, 41.7% Decap leakage power was reduced,
with negligible � � ����� worst-case performance degradation, at
the 70-nm technology node. GDecap design incurred an area overhead of
around 5.36% when compared with a conventional Decap design.

Index Terms—Capacitance, low-power design, VLSI.

I. INTRODUCTION

To minimize IR drop and Ldi/dt noise in power supply network,
on-chip decoupling capacitors (Decaps) constructed from MOS tran-
sistors are usually used to decouple the switching activities of sub-
systems. Fig. 1(a) shows a conventional on-chip n-type MOS (nMOS)
gate-oxide Decap design: the gate of the nMOS transistor M1 is con-
nected to the power supply �����, and the source, drain, and substrate
of M1 are connected to the ground (GND) plane. However, MOS Decap
introduces large leakage power consumption in scaled technologies [1].

In this paper, we propose an on-chip Decap technique named gated
decoupling capacitor (GDecap), which deactivates a Decap to reduce
the unnecessary leakage power dissipation when the associated
subsystems are idle. The application of the GDecap technique in an
eight-way clustered pipeline balancing (PLB) pipeline [3] showed that
with minimal area overhead, the GDecap design significantly reduced
the leakage power dissipation, with negligible performance loss.

The rest of our paper is organized as follows. Section II gives the
basic idea and the design methodologies of GDecap; Section III an-
alyzes the requirements of GDecap application and shows the experi-
mental results of applying the GDecap on a clock-gated eight-way clus-
tered pipeline; Section IV concludes the paper.

II. DESIGNS OF GATED DECAP

A. Basics of GDecap
Fig. 1(b) shows the proposed GDecap design and its control scheme.

A sleep transistor M2 is inserted between the MOS Decap M1 and
GND. Based on input “Cin,” a control signal driver Ctrl-DR generates
signal “Ctrl” to drive M2. The behavior of a GDecap can be summa-
rized as follows.

When M2 is ON (GDecap is active or ungated), the voltage at node
V_GND is pulled down to ground. GDecap functions as a conventional
Decap. The main contributors to the total GDecap leakage power, de-
noted by ��������, are the gate leakage powers of M1 and M2, i.e.,
�������� � ������ � �����	. Here, ��� and ��	 denote the gate
leakage current of M1 and M2, respectively.

When M2 is OFFf (GDecap is in power saving mode or gated), the
voltage at node V_GND is increased to a level that is determined by the
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Fig. 1. Decap designs. (a) Conventional Decap (b) GDecap with control.

equivalent series resistances (ESRs) of M1 and M2. The leakage power
of a gated GDecap, denoted by ������ � ������, is exponentially
reduced by the decrease of the potential drop across the gate oxide of
M1.

A natural leakage control scheme is to use one single control tran-
sistor to isolate the whole power trail for both functional unit (FU) and
Decap. However, because the capacitance of a Decap is usually around
five to nine times the switching capacitance of the associated FU [1],
the power supply noise caused by the switching of both Decap and FU
can be so great that the operation of the associated FU becomes unreli-
able. Consequently, such a control scheme is not suitable for fine-grain
power management techniques that gate circuit modules individually
based on dedicated tasks (audio-oriented, video-oriented, etc.). In order
to deploy GDecaps in circuits with such power management schemes,
it is important that a GDecap and its associated FU have separate power
mode control circuits. Therefore, in the following analysis (and the im-
plementations in Section III), we have separate power mode control
circuits that will turn on the GDecap completely before the associated
FU starts its activity and turn off the GDecap after the FU becomes
idle.

We shall use the PTM 70-nm Technology1 to illustrate the GDecap
technique. Based on parameters specified in the International Tech-
nology Roadmap for Semiconductors [4], we set ��� at 1.1 V and
the power noise threshold as 10% of ��� (or 0.11 V). The power mesh
model in [1] and the gate leakage model in [2] were adopted in our sim-
ulations. Every power grid node supplies current to a 20 �m� 20 �m
area and the current demand of an FU is modeled as a triangular current
waveform with the duration of half clock cycle (167 ps, or 6 GHz [4]).
All simulations were conducted using HSPICE.

In our Decap design, the channel length and the channel width of a
single Decap cell is set to 700 and 968.75 nm, respectively, based on
the design rules in [5]. The parameters of a conventional Decap that
is required by a 20� 20 �m	 area are shown in the column “Conv.
Decap” in Table I. The total channel width of the Decap is 11625 nm,
which is sufficient to maintain the power supply noise under 0.11 V.
Here, ��
 denotes the current flowing through the source of M3. We
note that the effectiveness of a Decap is mainly determined by its ability
to suppress the dominant frequency component of power supply noise,
which is around 6 GHz.

B. Sizing Up of the Control Transistor M2

The additional ESR of transistor M2 potentially degrades the effec-
tiveness of a GDecap because it increases the RC delay. Sizing up M2
can reduce the ESR of M2 and increase its gate capacitance, which pro-
vides a small portion of the compensation current through M3 when the
associated FU is switching.

1[Online]. Available: Available: http://www.eas.asu.edu/~ptm/
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TABLE I
CONVENTIONAL DECAP AND GDECAP PARAMETERS

Fig. 2. Power supply resonant response of GDecap.

By using the same technology in [9], we simulated the power supply
resonant response to the current demand of an FU at different frequen-
cies, under different channel widths of M2. The channel length of M2
is set to 70 nm. The total channel width and the channel length of M1
in GDecap are 11625 and 700 nm, respectively. The simulation results
showed that an M2 transistor with a channel width of 4200 nm is suffi-
cient to maintain the power supply noise under 10% of ��� , as does a
conventional Decap, as shown in Fig. 2. The plot in Fig. 2 also shows
that increasing the size of M2 may further reduce the power supply
noise; however, the leakage power consumption of a GDecap that is
gated also increases.

We used TSMC 90-nm technology to estimate the area overhead of
GDecap because the 70-nm layout design rules were not available when
we performed this paper. The layout implementations of a conventional
Decap and a GDecap, as shown in Fig. 3, show a 6.78% area overhead
of the GDecap when compared to the conventional Decap design.

The area, the leakage currents, and the leakage power dissipations of
a GDecap in active and power saving modes are provided in the column
“GDecap” in Table I. Note that the power numbers take into account
the power dissipation of Ctrl-DR (see more details in Section II-C).

C. Transient Analysis and Minimization of GDecap

When M2 is turned off, gate leakage current ��� reduces rapidly
while the voltage at V_GND increases, as shown in Fig. 4. The ���
oscillation, which is shown in Fig. 5, lasts for a long time after GDecap

Fig. 3. Layout implementation. (a) GDecap. (b) Conventional Decap.

Fig. 4. Current transients of GDecap.

Fig. 5. Voltage transients of GDecap.

is turned off. Fortunately, due to the small amplitude of current tran-
sients (��� and ���), the maximal induced power supply voltage droop
is normally very small. After turning off M2, the voltage at V_GND
slowly approaches 688.5 mV, which is the steady state of the power
saving mode.

When M2 is turned on, the charge loss of the gates of M1 during
power saving mode is compensated by ��� in a short time. The cor-
responding transient amplitudes of ��� and ��� oscillation are much
higher than those when turning off the GDecap, as shown in Figs. 4
and 5. Fortunately again, the damping of the ��� oscillation is much
shorter than the one in the transient of turning off the GDecap because
the ungated GDecap functions as a conventional Decap.

To ensure that the maximum amplitude of the GDecap transient falls
within the power supply noise threshold (10% of ���), the control
signal “Ctrl” of M2 should be slow enough to smoothen the spike of
��� and minimize the induced ��� droop.

Signal “Ctrl” can be slowed down by simply reducing the size or in-
creasing the load capacitance of the control signal driver Ctrl-DR. Our
design adopts a minimal size Ctrl-DR (see Table I) with a fan-out of
four control transistors M2. In the floorplan, the Ctrl-DR could be lo-
cated at the center of the 20� 20 �m� area, and it drives the control
transistors of the GDecaps located at the four corners of the square.
(Our simulations also accounted for a 20-�m interconnect between
Ctrl-DR and control transistor M2.) Here, the rising/falling time of
signal “Cin” is set at 16.7 ps. This configuration ensures the maximum
��� droop when turning on GDecap is within 10% of ��� .

The turning-OFF and -ON transient periods of a GDecap, denoted by
�����-�		 and �����-�
, respectively, are defined to start when “Cin”
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Fig. 6. Turn-ON energy overhead with various gated periods.

begins to switch and end when the amplitude of ��� fluctuation is
less than 0.5% of ��� . Our simulations showed that �����-�� and
�����-��� are 1.333 and 1.833 ns, respectively. To ensure the function-
ality of FU in a fine-grain power management scheme, GDecap may be
required to be ungated about 1.333 ns (or eight cycles for 6 GHz opera-
tion) before the corresponding idle FUs switch back to the active mode.

III. APPLICATION OF GDECAP

A. Energy Overheads of GDecap

The energy overhead of GDecap in active mode is only 1.65%
(see Table I, “Leakage power penalty (ungated)”). The en-
ergy overhead �����-��� of the GDecap turning-OFF transient
is defined as �����-��� � ���	 � �
���
�����-���, where
���	 is the total energy consumed by a GDecap during the
turning-OFF transient period �����-���. Similarly, the energy
overhead �����-�� of the GDecap turning-ON transient is defined as
�����-�� � �	�� � ���
���
�����-��, where �	�� is the total
energy consumed by a GDecap during turning-ON transient period
�����-��.

The turning-ON energy overhead �����-�� heavily depends on the
time duration for which a GDecap is gated (gated period): the longer a
GDecap is gated, the higher �����-�� is, because of the higher charge
compensation to the gate of M1.

Fig. 6 shows how the turning-ON energy overhead �����-�� varies
as the number of clock cycles a GDecap stays gated increases. The node
“�” indicates the energy overhead when a GDecap has been gated for
a sufficiently long time: 128.33 fJ.

Simulations showed that the turning-OFF energy overhead
�����-��� is insensitive to the time duration for which a GDecap
is ungated. To turn off a GDecap that is in the steady state of active
mode, �����-��� is 9.21fJ.

B. Minimal Gated Period and Minimal Gated Ratio

Fig. 7 shows the energy overhead, which includes both �����-���
and�����-��, amortized over various gated periods (in terms of clock
cycles). The plot also depicts the absolute leakage energy saving, which
is the difference between the levels of energy consumed by a con-
ventional Decap and a gated GDecap during one clock cycle. The net
leakage energy saving is derived by subtracting the amortized energy
overhead from the absolute leakage energy saving. The net leakage en-
ergy saving ratio is the ratio between net leakage energy saving and
the energy consumed by a conventional Decap during one clock cycle.
Node “�” denotes the case in which after the GDecap is gated, it has
reached the steady state of power saving mode before it is ungated
again.

Due to the turning-ON/-OFF energy overheads and the leakage power
overhead of GDecap, the gated period �� of a GDecap must be long

Fig. 7. Amortized energy overhead, absolute leakage energy saving, and net
leakage energy saving ratio of a GDecap.

enough. The minimal �� required to apply GDecap technique �����

can be calculated as

����� �
�������� ����������

����
 � �
���

(1)

which is around 2000 ps in our design example. Here, ����
 is the
leakage power of a conventional Decap.

Another important factor affecting GDecap application is the gated
ratio �, which is defined as the ratio of the gated period and the total
execution time. The minimal gated ratio required to apply the GDecap
technique, denoted ����, can be calculated as

���� �
�������� ���������� � ����
���
 � ����
��

����
���
 � �
���
��
(2)

where� is the (average) time period between two consecutive events of
turning off an ungated GDecap. In practical, ���� is very small: when
� is 56 clock cycles, the corresponding ���� is only 3.0%. When �
increases, ���� will further decrease.

C. Locality of Decap and the “Isolation Gap” in Floorplan

Due to the RC delay along the power supply network, a Decap must
be deployed close to the active FU to effectively reduce power supply
noise [6]. We define the Decap effective distance��� (from the current
source) as the minimum distance between the GDecap and the current
source such that when all GDecaps located beyond that distance are
gated, the increase of power supply droop associated with that current
source is minimal (say, 0.5% of ���). Hence, as long as all FUs lo-
cated within the effective distance of a GDecap switch to power saving
mode, this GDecap can be practically turned off without affecting the
functionality of the remaining active FUs. Our simulations showed that
the effective distance of the 70-nm PTM Technology was 120�m. With
technology scaling, the effective distance is expected to decrease [6].

To effectively minimize the power supply noise associated with the
active FUs, an “isolation gap” is reserved just beyond the border of an
FU. The width of isolation gap is the effective distance of the GDecap.
If an FU is active, all GDecaps that are within its isolation region (that
is constrained by isolation gap) should stay active. A GDecap that is not
within the isolation region can be safely gated, as long as the GDecap
is not located within the isolation region of any other ungated FUs.
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Fig. 8. Leakage power saving of GDecap in PLB pipeline.

D. GDecap Application in PLB Architecture

PLB is a clock-gating scheme for multi-issue clustered pipeline [3].
In an eight-way clustered PLB pipeline, each single pipeline has its
own FU and instruction issue logic. An instructions per cycle (IPC)
monitor counts the IPC for every 256-cycle period, which is called a
“window.” Based on the IPC in the current window, the IPC required by
the program in the next window is predicted. As a result, the FUs, issue
logic, and the corresponding latches of four, two or no pipelines are
clock-gated in the next window to save dynamic power. Consequently,
the issue width of pipeline is configured to be 4, 6, or 8, respectively.

We apply two GDecap control schemes to PLB pipeline. In the orig-
inal GDecap control scheme, the number of clock-gated pipelines in
next window is determined only at the end of current window. GDe-
caps are always turned on 1.333 ns ahead of the end of current window.
If the corresponding pipeline still stays gated in next window, GDecap
is turned off again accordingly. Otherwise, GDecap will stay ungated
in next window. In the modified GDecap control scheme, we use the
IPC of the first 248 cycles in a 256-cycle window to predict the IPC
in the next window. The remaining eight cycles (or 1.333 ns at 6 GHz
operation frequency) are used to turn on the GDecap before ungating
the corresponding pipeline. The signal Cin can be borrowed from the
clock-gating signals and no extra global signal wire is needed. The con-
trol signal of Ctrl-DR can be delayed by eight cycles to ungate FUs if
necessary. The delay logic is very simple (i.e., a 3-bit counter) and the
switching activities of the clock-gating signals are very infrequent. The
power/area overheads introduced by GDecap control scheme are neg-
ligible.

The modified SimpleScalar [8] was used in our simulations. The di-
mensions of FUs were scaled from Alpha21264B, which was fabri-
cated with 0.18-�m technology [7]. The Decap area overhead intro-
duced by GDecap technique was only 5.36%. Among 23 SPEC2K
benchmarks, on average, 35.97% and 41.70% Decap leakage power
savings were achieved by the original or modified PLB GDecap control
schemes, respectively, as shown in Fig. 8. The worst-case IPC degrada-
tion introduced by the modified PLB GDecap control scheme among
all benchmarks was only 0.037%, compared to the original PLB tech-
nique [3].

IV. CONCLUSION

We proposed a GDecap technique to reduce the leakage power of
on-chip MOS Decap. When a circuit module is idle, the corresponding
GDecaps are turned off to achieve low gate leakage while maintaining
a similar system performance. We expect the effectiveness of GDecap
under scaled technologies to improve further because of: 1) increased
gate leakage power due to oxide thickness scaling and 2) a higher lo-
cality and the shrinking effective distance of Decap.
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